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Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size

 Given a fixed level of etch technology (e.g., number of layers per wafer, line width), 

much/most of the cost of manufacturing is simply a function of the wafer size.

 So holding the wafer size constant and ignoring chip packaging and testing costs for 

the moment, more chips per wafer means a lower cost to manufacture each chip

 So how many good chips can we get out of a wafer? (And let’s start to call them dies, 

the industry standard term; they don’t become chips until the wafer is carved up and 

each chip/die is packaged up separately.) We need to look at two factors:

 Physical size of a die in relationship to the wafer

 Number of defects    in the wafer  Note:  The red dots here intended to indicate a defect 

are not to scale: Defects are typically dust particles that somehow made it through 

rather extensive air filtration systems and so are essentially very minute points.  

Because of the manufacturing margins between dies, a single defect can only ruin one 

die, not multiple dies, as my artwork here might seem to indicate.

 Lets assume square dies with an edge length of de (die edge) on a circular wafer of 

radius wr

 Then a first, very coarse, approximation for the number dies available (before we 

start worrying about the defects) is just ·wr
2/de

2, the ratio of the wafer area to the die 

area; but that’s actually much too coarse:  Not all of the wafer area is actually going 

to be part of a useful die, the edge of the wafer is not going to yield any usable dies 

since they would be physically incomplete 
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 Some of the incomplete edge dies have lost a lot of their area     some only a little           

 So on the average, an imperfect edge die will have lost half its area and to get an 

estimate for the “lost” edge area, let’s circumscribe the wafer with dies half inside the 

circumference and half out; the count of such “half in half out” dies       should be a 

good approximation for the actual number of dies lost to shape curtailment in the 

picture above: 

 Since the number of such “half in, half out dies”       will be the ratio of the 

circumference of the circle to the diagonal of the die, our approximation for the number 

of “lost” edge dies on our wafer will be 

and the number of physically intact dies will thus be very close to
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Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size
Number of Physically Complete Dies per Wafer
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The blue-and-white hatched area 

inside the circle here should be 

very close to the hatched area in 

the figure above; so the number 

of these “half-in, half-out” dies 

should be a good approximation 

for the number imperfect edge 

dies in the figure above
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Sidebar:  My formula and the books’ are mathematically equivalent

At the top of page 19, the book wrote:

Dies per wafer = 

but in terms of wr and de, we know that Wafer diameter = 2wr and Die area = de
2, so

Dies per wafer =                                         = 

Looking just at the                 term on the right, I was always taught to get the radicals out

of the  denominators wherever possible , so multiplying by           gets us                           

,  so starting from the books formula

at the top of page 19, but converting it to use wafer radius, wr,  and die edge , de, the 

total number of physically intact dies per wafer is still                                                   , 

the formula on the previous page.  

I prefer to use die edge, de , rather than Die area, to emphasize the fact that we’re using 

square dies in this discussion (and most manufacturing is done with square dies, too, for 

that matter).  I don’t remember why I used wafer radius rather than wafer diameter; but I 

did, and that’s what’s coded into the Matlab code I’ll demo in class.  But, as the notes 

above indicate, my formula and the book’s are mathematically equivalent

.

Q.E.D.
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 Our next problem is with wafer defects. Wafer defects come from many sources (see 

the web if you’re interested), but once wafers with easily visible gross physical 

abnormalities are thrown out (before much money is spent processing the wafer), 

what’s left are typically point defects:  flecks of dust and dirt that interrupt or short 

circuit elements on the chips

 Let’s look at the odds that a given good die       is missed by a single randomly 

distributed point defect     in the wafer

 It’s like throwing darts at a dartboard:  the odds of any one dart hitting our one little die 

are the ratio of the die’s area to the wafer’s area or                 and the odds of it missing 

are the complement of that, 

 Now if our wafer has 2 defects:

In order for our die to remain defect free it must be missed by both flaws, which has a 

probability of (1 - de
2/ wr

2)2
; since the probability of two random events occurring is 

the product of their individual probabilities (a random coin toss has “heads” probability 

of ½, so the odds of 3 successive coin tosses coming up heads are (½)3 or 1/8 )

 So if our wafer has n manufacturing defects, the odds that any one die will be usable 

are (1 - de
2/ wr

2)
n
, since it must be defect-free – i.e., missed by all n random defects
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Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size
Losses Due to Defects in the Wafer
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 The next obvious question, then, is how many defects does a given wafer have?  

 The textbook introduced a poorly explained Nfactor  here*, to try to predict defect 

density. but I think we can simplify that and just deal with the notion of defect density 

directly.  As a function of the complexity of the manufacturing process (line width and 

number of layers of etch, basically; that’s what the N–factor is supposed to be all 

about), a given chip foundry will not be able to get below some baseline defect density 

(defects per unit area), call it Dd , (Defect density), caused by contaminated materials, 

dust particles, etc.  Dd is a measure of statistical quality control on the manufacturing 

process that you can bet the ranch that the manufacturing manager watches very 

closely; it can never be made 0, but upward excursions from historic baselines are a 

cause for real scrutiny of training, cleanliness, maintenance practices for the 

equipment, etc.

 Anyway, for a wafer area of           and a manufacturing defect density of Dd , our 

average wafer  will wind up with                        defects and the probability that a given 

die is free of all  of those defects is thus

 So the expected yield of good dies from a wafer is the number of physically intact dies 

per wafer times the probability that any given one of them is defect free, or 
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* A few years ago, I actually emailed both Hennessy and Patterson, the authors of our 

textbook, to ask for some clarification of the N factor. Patterson, who is the President of 

Stanford, never answered, but Hennessey was kind enough to respond and said that he 

didn’t understand it (the N factor) that well himself either, but they needed to say something 

and they found the N factor in some obscure article in the library and went with it.  Given the 

reference that Hennessy supplied, I found that article myself and found it unconvincing. (Well, 

if Hennsessy, who’s world famous, couldn’t makes much sense of it [the N factor], it’s no big 

surprise that I couldn’t either). I never asked him why they hadn’t skipped the N factor 

completely and just reworked their equations to use wafer defect density directly;  I probably 

should have (asked him).  I think it (the book’s N-factor) is just intended to be a function of 

defect density per layer and the number of layers on the wafer, where the defect density per 

layer can, in theory, be predicted as a  function of the line width (smaller features [line width], 

greater defect density).  In any event, for our analysis here, we’ll just assume we know the 

overall wafer defect density, which surely can be measured directly and monitored by the 

manufacturing manager, rather than trying to calculate it from slightly more basic 

phenomenology.  The manufacturing manager probably does try to calculate it ahead of time 

as the company tries to calculate the expected cost of the chip; but once they’ve spent the 

few billion dollars to build the fab facility, they will monitor the actual wafer defect density 

itself, or so I’m guessing. 

Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size
Wafer Yield
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 Pictorially, here’s the same wafer with the same defects but with two different sizes of 

dies, the larger die having twice the edge length of the smaller

 The larger die size results in a yield of 14 good dies, the smaller yields 79 (go ahead 

and count them ;-)

 If the manufacturing cost of the wafer was $5K (typical for mid size wafers these days, 

I think), the manufacturing cost of the smaller chips would be  $5000/79 or $63.29 

each; the larger chips would be $5000/14 or $357.14 each

 So doubling the edge length of the die (quadrupling its area) increased it’s 

manufacturing cost by a factor of $357.14/ $63.29 or 5.64; the cost growth is non-

linear, even as a function of area rather than edge length

Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size
Wafer Yield (continued)
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 Here are some graphs showing the nonlinear drop-off  in the # of good dies from a 3” 

radius wafer as a function of the size of the die

 The Matlab functions I wrote to generate this plot can be found online at 

http://ultra.pr.erau.edu/~jaffem/classes/cs470/ if you wish to play with them on your 

own (or check me to keep me honest ;-)

 plot_yield.m is the plotting function, called with a single argument, the wafer 

radius in inches, so plot_yield(3) generated the graphs above; it calls yield.m

to actually calculate the numbers plotted

 yield.m is the Matlab calculation  of the last equation from chart #5 here; it is 

called with 3 arguments:  wafer radius, die edge length, and defect density

Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size
Wafer Yield (continued)

http://ultra.pr.erau.edu/~jaffem/classes/cs470/


Why the Manufacturing Cost of a Chip Rises Non-Linearly With Its Size

Summary
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 The point: When we talk about adding this, that, or the other cute design feature to 

our CPU chips to overcome the inherent speed limitations of our circuits, we’ll have to 

take a good hard look at the cost effectiveness of so doing; since more features 

mean more transistors which means bigger chips which means non-linear cost 

growth which means Intel or AMD may eat us for lunch unless these new features of 

ours really pay off in terms of increased CPU performance

 Quantitative cost-effectiveness analysis means we need a quantitative measure of 

effectiveness (performance) for CPUs to go with our obviously quantitative cost 

metric. And quantitative performance metrics are not going to be as simple as we’d 

like; but we’ll leave that for another set of lectures and the textbook does a very good 

job there anyway ;-)


